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The SPROCKET solution was designed with the simple goal in mind, Ignite Open Analytics and enable legacy SAS
customers to embrace the only platform capable of handling all SAS workloads, the revolutionary Apache Spark.
Providing a Conversion-as-a-Service (CaaS) based on the use of sophisticated automated tools, was to us an obvious
choice of business model. It allows us to provide the best conversion possible under all scenarios. Apache Spark
(PySpark) as the target was not only the obvious choice because of its awesome capabilities and market acceptance, but
it’s the only option that meets and exceeds SAS’ capabilities in nearly every respect.
That being said, CaaS as an operating model, and PySpark as a target are not obvious choices to those who haven’t
studied the problem in detail. It’s a common question as to why not SQL, R, or plain Python (e.g. Pandas). In this
paper, we go into the idea behind the CaaS solution to PySpark, with specific examples answering the “Why”.
The SAS to Anything Problem
For decades, SAS customers have tried and mostly failed to leave their legacy based technologies. The reasons are
complex, but many are not happy with the cost and performance, and more recently availability of resources. After all,
its a technology based on 50 years old concepts, long before Desktops, Servers or Cloud computing even existed;
surely there are many tools that can do similar things to what SAS does. Indeed, there are many that do similar things,
but not the same. The “many tools” is the key here, you needed to combine many different technologies to get even a
decent coverage of all of SAS capabilities. Even so, SAS has some unique and powerful features and concepts not
replicated in any other languages or platforms.
The first thing to acknowledge is that SAS is a coding platform, capable of expressing
complex concepts and algorithms. It is simply not possible replicate even moderately
complex SAS code in a purely “point-and-click” environment, or with plain SQL which
doesn’t have a complete programming paradigm (looping, conditional execution, etc).
Try dealing with 5 lines of SAS code that transforms 1,000’s of columns at once and
you’ll see just how painful a migration can be to these tools. So, scratch any pure UI
driven or SQL options, that’s a dead-end.
The next aspect of SAS is that it is disk based. While this makes it very slow comparatively, one advantage is that it has
always been able to tackle any size of data, as long as you have enough time and it can fit on disk. This is in contrast to
purely in-memory technologies like R and Python Pandas. The limitations these options impose in terms of memory
requirements in a single user environment, let alone a multi-user server environment are unacceptable for real
workloads. Scalability to any size data is a core requirement for enterprise analytics. The reality is that those limits
relegate purely in-memory technologies to academic and niche uses only. So, purely in-memory technologies are also
not a good option for a SAS replacement technology.
Lastly, SAS is a NoSQL language, as in Not-only-SQL. In SAS, you have the flexibility to mix and match between
SQL and more flexible constructs like Datasteps and procedures in the same code. To match this paradigm, there are
very few options left. The Hadoop ecosystem, with its myriad of tools are not a good match because you can’t easily
move between them in the same code. You have Hive, Impala, Pig, Mahoot, etc, all of which don’t talk to each other.
That brings us to Spark, and more specifically PySpark, the Spark’s Python API. Spark is in some ways an evolution of
Hadoop, meant to address the shortcomings of the platform. Hadoop, while being disk based and scalable was
complex, inefficient and slow. Spark addresses these issues with simple, powerful interfaces, using in-memory pipeline
processing, spilling to disk as necessary. It also combines SQL with flexible DataFrame operations (similar to SAS
datasteps). To top it off, Spark ML is a fully integrated set of machine learning tools similar to SAS/STAT. PySpark, the
Python API for Spark is by far the most common way to use Spark, and is a simple language to learn and use.
Spark’s strengths have driven it to be become the key component in every major technology vendors data offerings.
Databricks, Microsoft, AWS, GCP, all underpin their data science and analytic offerings with Spark. It is not only the
best target platform for SAS workloads, it’s really the only viable option. Bonus points go to Spark for being insanely
fast for large data problems, typically 100x anything else available, and for surfacing simple API’s for streaming jobs.
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SPROCKET Conversion-as-a-Service vs Automated Tool
We see our customers and partners asking the same question. If you have an automated tool to perform this conversion,
why not just sell the automated tool? That’s a complex topic, and goes right to the core of our efforts over the past 6
years. SPROCKET generates over 95% of code automatically, why not 100%?
A simple way to think about it is this. There are some fantastic natural language translators on the market, and they are
very useful in many contexts. But, they are not perfect. That’s why nobody recommends publishing a book that has
been translated using those tools. Professional translators still exist for that exact reason, and will continue to exist for a
long time yet. Some things just don’t have an exact representation in that other language, or they require context to
translate correctly.
That same analogy applies when you are converting SAS code. PySpark is the most advanced analytical platform and
language on the planet. It’s been so successful, in large part because of the simple high level functionality it surfaces,
not low level plumbing. We are translating code from a language largely designed over a half century ago, which
includes a lot of low level primitives like arrays, retained columns, etc. The mismatch is at the heart of many of our
challenges to get to 100% automation.
The processing paradigms alone are so fundamentally different, on-disk single machine / single-threaded vs fully
distributed in-memory and scalable to 1000’s of servers. Spark has solved for performance and scalability, with a
distributed computing solution in a most elegant way, leveraging immutable data structures, using shared nothing MPP
concepts, and building out a powerful query planning optimization engine with code generation. These same advances
play into challenges to produce exact conversions that live up to performance expectations with some SAS workloads.
Let’s dive into some specific problems to understand this better.
Lazzy execution, query planning and the looping scenario
SAS is a “dumb” language in the sense that whatever someone asks SAS to do, it will do. PySpark, by contrast is
different. It leverages a “lazy execution” model that allows it to understand the workload and apply optimizations to it,
avoiding costly steps along the way. This is a big part of the magic in why Spark is so fast. But, it comes with a cost,
each DataFrame operation has overhead associated to it. You want to maximize the amount of data and number of
transformations within each DataFrame operation.
In SAS, there are many coding patterns that run against the grain of Spark’s architecture. One example is that many
coders will split up the data into many pieces, loop over each piece and re-assemble the data at the end. Not a great
practice, but it only imposes a small performance penalty in SAS. In Spark, this looping pattern can have dire
consequences on performance. In a real-life scenario, a process in that took 2 hours in SAS, took over 2 days in
PySpark, if the code is translated “as-is”. With a small amount of work by professionals, that code in PySpark was
reorganized, and the execution time brought down to less than 2 minutes.
The immutable DataFrame problem
In SAS, business logic within a Datasteps are expressed with long sequences of nested conditional logic, loops, etc.
Many columns can be defined within logic blocks, and column definitions can be updated anywhere in the pipeline,
without performance implications. SAS is a business logic oriented programming language, which is in many ways
very convenient to end users. In practice this business logic orientation creates challenges debugging the resulting
transformations. This is why few other languages have adopted that approach. This challenge in debugging, is one core
reason for SAS coders relatively poor productivity. Spark by contrast, is like most modern data processing engines, it is
column oriented. Business logic always lives within the definition of a column.
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This architectural difference while academic, can have some very real world consequences in Spark. Spark leverages
in-memory immutable DataFrames, based on a lower level Resilient Distributed Dataset (RDD). A redefinition of a
column in a pipeline, requires that an entirely new in-memory copy of the data be generated, triggering further
planning steps inside Spark’s Catalyst optimizer. This has exponential consequences on performance and efficiency.
Redefine a column once, not a big deal, do it 10 times things get a little slow, 100 times, you’ll be waiting days or more
for the process to finish.
The good news, we have taken this into account and developed SPROCKET with a built-in optimizer that handles
many of the architectural challenges. But given the low-level flexibility of the SAS datastep language, some situations
require our unique expertise. Complex situations may require adjustment to optimizer settings, or manual intervention.
Data reshaping and the low-level vs high-level mismatch
If the SAS language is notorious for one thing, it is that there are 100 different ways to do the same thing. The language
and its features have evolved a glacial pace, forcing users to perform all kinds of low-level grunt work to get the
desired outcome. This is no more true than when it comes to the common task of data reshaping.
In theory, data reshaping should be easy. SAS has a built in procedure called Proc Transpose, but there’s a big problem
with it. It can only transpose one series at a time. If you have 100 different data series to transpose, you need to call
Proc Transpose 100 times, and then merge them together. With even moderate data sizes, this is painfully slow. Most
SAS programmers don’t use Transpose because of that limitation. Instead, each developer has devised their own unique
methods for reshaping, some quite convoluted. The methods are countless, but include things like nested joins and
unions in Proc SQL, macro loops of Datasteps, retained arrays, macro column definition loops in Datasteps, etc. In real
world examples, the code to reshape a single dataset often exceeds 500 lines.
Spark by contrast has only 2 elegant high level operators that pivot or unpivot your data. It can do so across any
number of data series and can do so in ~ 5 lines of code. That’s potentially 100x less code to do the same thing, no
wonder PySpark is gaining so much traction. When our professional conversion analysts see use-cases like data
reshaping, they don’t blindly push code into SPROCKET, they recognize the pattern and code the 5 lines manually. The
manual code will perform far better and be easier to understand.
Conclusion
As shown, if you are looking to move off of SAS, there is really one viable alternative. Luckily, PySpark is accepted by
the market as the future of analytics, it’s free and has incredible performance and functionality. Not only does it meet
and exceeds SAS capabilities, it comes with functionality that is far beyond the realm of possible in SAS. Spark has the
most advanced data science and engineering tools like Delta Lakes, MLFlow, Spark NLP, GraphFrames, and Structured
Streaming.
Manual migration of code is daunting, even the simplest processes can take weeks to convert and debug. SAS, being
from a bygone era, has a great many quirks, some completely undocumented. In a manual “brute force” approach,
those quirks are what cost days and days of effort to track down and resolve. Manually, you’re in for a painful cycle of
test, diagnose, re-code, retest. Horror stories from the field are all too common: “We had a single 3,000 line process
that took 2 weeks to manually code, but then took 6 more weeks of testing until it we finally matched the SAS output.”
SPROCKET is the World’s only automated solution for migrating SAS code to PySpark. The automation still requires
a highly skilled operator at the helm to properly convert code. This is the reason why SPROCKET is offered as a
Conversion-as-a-Service. It’s the only way to ensure you get simple, properly functioning, high performance code. The
notion, that anyone can just use a tool to convert SAS code to high quality PySpark code in bulk, is pure fantasy and
completely wrong.
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